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BACKGROUND:
• Multi-armed bandit is a fundamental
reinforcement learning problem which
exemplifies the exploration-exploitation
trade-off as a sequential decision-making
process and has a wide range of
applications in natural and engineered
systems including cognitive radio networks
and online recommendation systems.

Suppose there are in total F Byzantine agents in a multi-agent
network. The proposed fully Byzantine-resilient, decentralized
UCB algorithm guarantees that any normal agent can
outperform the classical single-agent UCB algorithm, provided
that the agent has at least (2F+1) neighbors.

• Only local sample means are transmitted
among the agents.
• Each normal agent filters out the largest and
smallest F sample means received from its
neighbors.
• Algorithm resiliency is established via
neighbor redundancy.
• Outperformed at each normal agent is
achieved via collaboration with neighbors.
• The underlying communication graph is not
necessary to be connected.
• The proposed algorithm is a fully
decentralized one without using any
network-wide information.

References
1. Decentralized Multi-Armed Bandit Can
Outperform Classic Upper Confidence Bound

• In large-scale networks, notably in sensor
networking, the need for decentralized
processing arises naturally because sensors
with on-board processors or robots are
physically separated from each other.

J. Zhu, E. Mulle, C. Smith, J. Liu. arXiv preprint.
2. Byzantine-Resilient Decentralized MultiArmed Bandit

• In order to securely and reliably perform
operations in uncertain and unfriendly
environments, novel techniques are needed
for the design and analysis of resilient
networks and algorithms capable of reliably
delivering information and robustly
performing desired operations.

J. Zhu, A. Velasquez, J. Liu. Under preparation.
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METHODS:

Collaborators and Coauthors

• Couple the classical flocking algorithm and
the celebrated upper confidence bound
(UCB) bandit algorithm

Jingxuan Zhu, Stony Brook University
Ethan Mulle, University of California Santa Cruz

• Apply one-dimensional resilient consensus
and a trimmed mean in local filtering

Christopher Smith, Stony Brook University

RESULTS:
• A fully decentralized algorithm design for
the decentralized multi-armed problem that
is compatible with different UCB algorithms
• A fully Byzantine-resilient decentralized UCB
algorithm which outperforms its singleagent counterpart
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Optimal Deployment of UAVs to
Provide Persistent Surveillance
Coverage for Ground Vehicle
Yu Zhou, PhD
Associate Professor
Mechanical Engineering
SUNY Polytechnic Institute
BACKGROUND:
Drone-truck combined operation:
• A swarm of UAVs provides surveillance
coverage to guide the navigation of a
ground vehicle;
• The ground vehicle provides a service hub
to recharge or replace UAVs;
• Strategy for persistent UAV surveillance
coverage: initially forming the UAV swarm
coverage and then controlling the UAV
formation to follow the ground vehicle;
• Focus of this work: planning the optimal
placement of UAVs to form seamless
surveillance coverage.
METHODS:
• Optimization problem: to determine the
optimal number and positions of UAVs that
minimize the energy consumption in
deploying and collecting UAVs under the
constraints in UAV positioning,
communication, and seamless coverage.
• Bi-layer optimization procedure:
• Outer layer searches through the
allowable range of number of UAVs;
• Inner layer searches for the optimal
positions for each specific number of
UAVs and removing redundant UAVs;
• The final optimal number and positions
of UAVs is chosen by comparing among
the non-redundant solutions for
different numbers of UAVs in
consideration.
RESULTS:
• The bi-layer optimization procedure is
validated through simulation study with
representative settings on UAVs in
accordance with the literature.
• Effective solutions are obtained using the
genetic algorithm (GA) and pattern search
(PS) as the inner-layer algorithm.

EXAMPLE:
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An optimal deployment of UAVs for surveillance
coverage around a ground vehicle consists of the
optimal number and placement of UAVs that minimizes
the energy consumption for deploying and collecting
UAVs subject to the constraints in UAV positioning,
communication, and seamless coverage. The proposed
optimization procedure provides an effective solution
approach.
Scenario

Formulation:
Objective function:
• to minimize the total energy consumption for
deploying and collecting UAVs
Constraints:
• Available number of UAVs
• UAV positioning
• UAV service energy requirement
• UAV communication range
• UAV Safety distance
• Seamless coverage

Optimization procedure:
FOR Nuav = Nmin to Nmax
Search for the optimal positions of Nuav UAVs that minimize the overhead energy
and satisfy all the constraints;
IF feasible solutions are obtained,
Check every feasible solution and eliminate redundant UAVs whose coverages are
contained by those of other UAVs;
Choose the best non-redundant solution that minimizes the overhead energy;
ENDIF
ENDFOR
Take a picture to
Compare among all the
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download
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paper different Nuav and choose the optimal one that
minimizes the overhead energy;
Return the optimal solution.
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• To seamlessly cover an area of 30m in radius
with UAV visibility angle 60°, safety distance
10m, communication range 50m, allowable
altitude between 10 and 50m
No. UAVs to search = 3
Algorithm
GA
PS
No. non3
3
redundant UAVs
Total overhead
20.3
19.6
energy (Wh)
Positions ri (m) 9.1 25.7 4.3 7.1 13.7
70.2 183.0 301.7 70.2 183.0
αi (°)
of UAVs
47.8 40.0 49.8 47.1 40.0
zi (m)

4.2
301.7
49.8

No. UAVs to search = 4
Algorithm
GA
PS
No. nonredundant
4
3
UAVs
Total overhead
23.3
19.6
energy (Wh)
Positions ri (m) 18.6 9.7 11.1 8.1 7.1 13.7
αi (°) 160.9 351.6 254.0 74.8 70.2 183.0
of UAVs zi (m) 26.1 37.3 48.2 45.9 47.1 40.0

4.2
301.7
49.8

No. UAVs to search = 5
Algorithm
GA
PS
No. nonredundant
4
3
UAVs
Total
overhead
22.2
19.5
energy (Wh)
Positions ri (m) 7.4 22.1 13.1 14.4 8.8 17.5
αi (°) 286.8 99.5 41.6 167.8 70.2 183.0
of UAVs zi (m) 46.9 15.9 40.8 42.3 46.8 38.0

4.3
301.7
49.8
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Optimal UAV Deployment
Dr. Yu Zhou, SUNY Polytechnic Institute
Dr. Jessica Dorismond, Air Force Research Laboratory

Comparative Synthesis to Learn
Algorithm Selection

XIAOKANG QIU
Purdue University, USA

MOTIVATION
● Parameter tuning, which plays a critical role
in achieving the ideal learning results and
balancing multiple conflicting metrics, is still
commonly considered a black art [Feurer et
al. 2015].
● It is highly desirable to automate the
process by learning a customized reward
model through interacting with the user.

PREVIOUS USE CASE: COMPUTER NETWORKING
INFORMATION INSTITUTE MISSION: Strengthen and expand information technology research, develop collaborative
relationships, and increase research emphasis in areas of information technologies for the Information Directorate.

Comparative Synthesis
Comparative synthesis is based on two key insights. First, when a user has difficulty in providing a concrete objective
function, it is relatively easy and natural to give preferences between pairs of concrete candidates. The idea of the
algorithm is to search over a special, unified search space we call a Pareto candidate set, and to pick the most
informative query in each iteration using a voting-guided estimation. We analyzed the convergence of voting-guided
algorithm, i.e., how fast the solution approaches the real optimal as more queries are made.

OUR IDEA: PREDICTING COST MODEL BY
COMPARISON
● Two interacting components: an active
learner and a human user or oracle.
● The active learner takes as input a neural
network as well as a set of tunable
parameters for the network, and aims to
synthesize, in tandem, a reward function
and the corresponding optimized network,
i.e., a set of values for the parameters that
maximizes the reward function. The learner
learns the reward function by repeatedly
making queries to the user/oracle.
RESEARCH PLAN
● We have to explore the following
directions.

○ Robustness to User Preference
○ Reconciling Accuracy and Generality
○ Scalability to large algorithms with many
parameters
○ Providing guarantees on the trustworthiness of
the selected algorithm

EXPECTED RESULTS
● We will evaluate the proposed approaches
with two primary metrics of success
○ The improvement from state-of-the-art in
terms of the manual efforts needed from the
user (e.g., manually written code, likeliness
models, etc.)
○ The variety and intricacy of the optimal
algorithms/networks they can produce

Take a picture to
download the full paper

REFERENCES
● Matthias Feurer, Aaron Klein, Katharina
Eggensperger, Jost Springenberg, Manuel
Blum, and Frank Hutter. 2015. Efficient and
Robust Automated Machine Learning. In
Advances in Neural Information Processing
Systems, C. Cortes, N. Lawrence, D. Lee, M.
Sugiyama, and R. Garnett (Eds.), Vol. 28.
Curran Associates, Inc.
https://proceedings.neurips.cc/paper/2015
/file/11d0e6287202fced83f79975ec59a3a6Paper.pdf
● Yanjun Wang, Zixuan Li, Xiaokang Qiu, and
Sanjay G. Rao. 2021. Comparative
Synthesis: Learning Optimal Programs with
Indeterminate Objectives. CoRR
abs/2105.11620 (2021). arXiv:2105.11620
https://arxiv.org/abs/2105.11620

AFRL Lab Advisor: Zola Donovan
Approved for Public release; Distribution unlimited: Case # AFRL-2022-3370

Model-Free Robust Reinforcement
Learning
Shaofeng Zou
Assistant Professor
University at Buffalo
The State University of New York
BACKGROUND:
In many reinforcement learning applications:

training environment ≠ test environment
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Key outcomes:
1. Model-free robust reinforcement learning algorithms
2. Provable minimax optimality
3. Comprehensive non-asymptotic complexity analysis

Robust value function:

Goal:

due to, e.g., modeling error of simulator, nonstationarity of the environment, unexpected
perturbation and potential adversarial attacks.
This may lead to a significant performance
degradation.
METHODS:

Collaborators:

• Robust reinforcement learning under model
uncertainty

Yue Wang (University at Buffalo)

• The transition kernel is not fixed but is from
some uncertainty set

Yudan Wang (University at Buffalo)

• Optimize the worst-case performance over
the uncertainty set

Alvaro Velasquez (AFRL)

• Model-free algorithms, including valuebased method, e.g., robust Q-learning,
robust TD learning, robust gradient TD
method, and policy gradient method, e.g.,
robust policy gradient, robust actor critic
RESULTS:
• Convergence to globally minimax optimal
policy
• Complexity matches with those of nonrobust counterparts (within a constant
factor)
• Generalization to robust multi-agent
reinforcement learning
• Can be readily combined with deep neural
network toward robust deep reinforcement
learning

Yi Zhou (The University of Utah)

The obtained policy is evaluated on a perturbed environment from the
training environment. Our robust algorithms achieve much higher rewards
than their vanilla counterparts.
Publications:

1. Policy Gradient Method For Robust Reinforcement Learning, Y. Wang, S. Zou, International Conference on Machine Learning
(ICML),Baltimore, USA, Jul. 2022.
2. Online Robust Reinforcement Learning with Model Uncertainty, Y. Wang, S. Zou, Conference on Neural Information Processing Systems
(NeurIPS), Virtual, Dec. 2021.
3. Data-Driven Robust Multi-Agent Reinforcement Learning, Y. Wang, Y. Wang. Y. Zhou. A. Velasquez, S. Zou, IEEE International Workshop
on Machine Learning for Signal Processing (MLSP), Xi’an China, Aug 2022.
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Coverage-Guided Adversarial
Machine Learning in Unknown
Environments
Houbing Herbert Song, Ph.D.
Associate Professor of Electrical Engineering
and Computer Science
Director, Security and Optimization
for Networked Globe Laboratory (SONG
Lab, http://www.songlab.us/)
Embry-Riddle Aeronautical University

Publication:
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Major findings:
•

Compared with Gaussian random noise, intentionally generated
adversarial noise causes severe behavior deviation

•

Adversarial examples only need to compromise a few
intermediate blocks to mislead the final decision

•

Specific blocks are more vulnerable and easier to exploit

BACKGROUND:
Test and Evaluation (T&E) of Deep Learning
Systems
• Safety-critical systems: aircraft, self-driving,
...
• Safety and Functional Correctness

Justus Renkhoff, Wenkai Tan, Alvaro Velasquez,
Yongxin Liu, Houbing Song, et al, "Exploring
Adversarial Attacks on Neural Networks: An
Explainable Approach," 2022 IEEE International
Performance, Computing, and Communications
Conference (IPCCC), 2022, pp. 1-8. (Under
Review)
Code:
https://github.com/JustusRen/ExploringAdversarial-Attacks-on-Neural-Networks

Neuron Coverage under different attacks

METHODS:

Authors and Collaborators:

• Used gradient heatmaps to analyze
response characteristics of VGG-16 model

Justus Renkhoff
Wenkai Tan

• Compared network response layer by layer
to determine where errors occurred

Dr. Alvaro Velasquez, AFRL/RISC
Dr. Yongxin Liu

Network Vulnerability Analysis

RESULTS:
• Compared with Gaussian random noise,
intentionally generated adversarial noise
causes severe behavior deviation

Distribution on # of Compromised Layers
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Dr. Houbing Herbert Song

An Empirical Analysis of
Approximation Algorithms for the
Unweighted Tree Augmentation
Problem
Jacob Restanio
PhD Student Computer Science
West Virginia University
BACKGROUND:
• The tree augmentation problem is a
fundamental issue in network connectivity.
• The goal is to add the minimum number of
connections to the network to remove
bridge connections.

If this connection is severed
the network is disconnected

AMMO BAR:
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A simple randomized algorithm performs as good as more
complex algorithms with better theoretical guarantees.
Tree type
Algorithm

Random

Linear

Star

Starlike

Caterpillar

Lobster

Exact

182.8

1.0

500.0

270.4

256.2

329.8

Random

388.3

8.4

712.3

427.1

421.4

512.7

Frederickson

370.2

1.0

997.0

537.2

509.3

612.7

Even

262.2

1.0

747.0

389.3

382.8

559.9

Caterpillar

Lobster

Average number of edges added for various types of graphs of size 1000
Tree type
Algorithm

If this connection is added the
network cannot be disconnected

METHODS:
• The problem does not have an efficient
exact solutions, but many approximation
algorithms exist.
• We implemented each approximation
algorithm to analyze the time, space, and
results of each algorithm.
• The algorithms were implemented in the C
programming language.
RESULTS:

Random

Linear

Star

Starlike

Exact

122.3

134.6

126.4

134.5

143.2

144.5

Random

9.3

7.4

10.1

9.7

9.6

9.9

Frederickson

22.1

23.9

23.2

22.5

22.0

23.8

Even

82.3

84.6

85.8

81.2

81.3

80.0

Average execution time in seconds for various types of graphs of size 1000

The Random Algorithm

Uniform spanning tree
A tree selected such that all
trees on the same vertex
set are equally likely
Linear tree
A tree whose vertices and
edges create a single path
Star tree
A tree that contains exactly
one vertex with degree
greater than 1
Starlike tree
A tree that contains exactly
one vertex with degree
greater than 2
Caterpillar tree
A tree where all vertices
are within distance 1 of a
central path
Lobster tree
A tree where all vertices
are within distance 2 of a
central path

• The algorithms were tested on tree sizes
10, 100, 1,000, and 10,000 and each
algorithm was run on 1,000’s of instances
of each tree type and size.
AUTHORS AND COLLABORATORS:
• Jacob Restanio

• We found the complexity of algorithms with
better theoretical guarantees were greatly
affected their performance. Additionally, a
simple randomized algorithm performed
similarly in the expected case.

• K. Subramani
• Alvaro Velasquez
• Cody Klingler
Take a picture to
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network and increase the
degree of adjacent nodes.

• Luke Hawranick
Check if the removal of any
edge in the network
disconnects it. If so, repeat.
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Energy-based Domain Adaptation
with Active Learning for Emerging
Misinformation Detection
Kyumin Lee

METHODS (continue):
2. Active Learning
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BACKGROUND:

Our energy-based domain adaptation achieved at least 5%
improvement in the domain adaptation task. Our approach
with active learning achieved 10% improvement in the whole
pipeline compared with the baselines.

• Newly collected information and/or
received intelligence report may contain
fake/incorrect information.

RQ1: Effectiveness of our energy-based domain adaptation (EDA) without active
learning (S: source, T: Target)

Associate Professor
Worcester Polytechnic
Institute

• Given labeled data from source domains
and limited labeled data from a newly
emerging target domain, how can we build
an accurate fake news/misinformation
detection model for the target domain?
• We are interested in only accessing limited
information about each instance (e.g., only
news article without any social
engagements) for early fake
news/misinformation detection.

Method
EADA
[Xie et al. 2022]
BERT with cross entropy
(our own baseline)
our EDA

S: health & gossip S: gossip & politifact S: politifact & health
T: politifact
T: health
T: gossip
63.4%

55.5%

56.7%

58.3%

61.7%

57.2%

59.0%

63.5%

65.9%

56.8%

62.0%

METHODS:

• Our approach was better than two baselines in the first two pairs and was
competitive in the third pair. Overall, our approach outperformed the baselines.

• Proposed an energy-based domain
adaptation with active learning

RQ2: Effectiveness of our EDA with active learning
• Our EDA with two active learning
strategies outperformed the
baseline (EADA).
• Limited labeled data (i.e., 60 labels)
already significantly improved our
model’s performance compared
with one without active learning
(e.g., 62% vs. 79% accuracy of EDAuncertainty)

Input: source domain’s training data with labels
and target domain’s training data without labels
Objective function: minimize (a) source domain
data’s classification loss (i.e., fake or real news)
and (b) minimize free energy difference called
“domain alignment” between source domain and
target domain (i.e., unsupervised learning)
𝐿𝐿𝐷𝐷𝐷𝐷 = 𝐿𝐿𝑆𝑆−𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 + 0.1 ∗ 𝐿𝐿𝐷𝐷−𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴

Iteratively,
get some
labels from
target
domain’s
training data
Re-train the
model and
make
predictions

Average
Accuracy

51.2%

• It consists of two stages: (1) Domain
Adaptation; and (2) Active Learning
1. Domain Adaptation:

Input: source domain’s training data, and target
domain’s training data
Objective function: minimize (a) target domain
data’s classification loss for actively labeled
instances, and (b) minimize free energy
difference called “domain alignment” between
source domain and target domain (i.e.,
unsupervised learning)
𝐿𝐿𝐴𝐴𝐴𝐴 = 𝐿𝐿 𝑇𝑇−𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 + 0.1 ∗ 𝐿𝐿𝐷𝐷−𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴

Repeat this
process

DATA and EXPERIMENT SETTING:
Domain Fake News Real News
GossipCop
4,252
4,252
PolitiFact
260
260
Health
1,992
1,992
• Split each domain dataset to training,
validation and test sets, following a ratio of
70%:10%:20%.
• Combined two domains’ training sets,
considering them as a source domain’s
training set.
• Built a model and applied it into the other
domain’s test set as a target domain’s test
set. Conducted the experiments three times
with different seeds and reported the
average results.
Authors: Kyumin Lee and Guanyi Mou
Mentors: Scott Sievert and Daniel Carpenter
Advisor: Lee Seversky
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